
To Be Certain about Uncertainties: Probabilistic Model

Checking with Uncertainties

Alberto Alessandro Angelo Puggelli
Wenchao Li
John Finn
Alberto L. Sangiovanni-Vincentelli
Sanjit A. Seshia

Electrical Engineering and Computer Sciences
University of California at Berkeley

Technical Report No. UCB/EECS-2012-117

http://www.eecs.berkeley.edu/Pubs/TechRpts/2012/EECS-2012-117.html

May 24, 2012



Copyright © 2012, by the author(s).
All rights reserved.

 
Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission.



To Be Certain about Uncertainties: Probabilistic
Model Checking with Uncertainties

Alberto Puggelli, Wenchao Li, John B. Finn, Alberto L. Sangiovanni-Vincentelli, Sanjit A. Seshia
Department of Electrical Engineering and Computer Science

University of California at Berkeley
{puggelli, wenchaol, jbfinn, alberto, sseshia}@eecs.berkeley.edu

Abstract—We address the problem of verifying PCTL prop-
erties of Markov Decision Processes whose state transition
probabilities are only known to lie within uncertainty sets. Using
results from convex theory and duality, we propose a suite of
verication algorithms and prove their soundness, completeness
and termination when arbitrary convex models of uncertainty
are considered. Furthermore, soundness and termination can
also be guaranteed when non-convex models of uncertainty are
adopted. We validate the proposed approach on two case studies:
the verification of a consensus protocol when one of the processes
behaves erroneously and the dining philosopher problem.

I. INTRODUCTION

Automatic verification techniques such as model check-
ing [1] are ways to establish formal guarantees for a system,
i.e. the system is error-free, with respect to given logical
specifications. Traditionally, model checking has been focused
on developing methods for analyzing qualitative properties of
system models, such as a communication protocol will never
deadlock. Many applications however, often involve stochastic
behaviors due to interaction with physical processes (e.g. fail-
ure of an unreliable component) or built-in randomization (e.g.
random back-off schemes in IEEE 802.11). These applications
need quantitative analysis [2] in order to answer questions
such as “what is the probability that a request will be served
within a given time limit?”. Probabilistic model checking [3] is
a way of formally modeling and analyzing systems that exhibit
random or probabilistic behaviors. These methods often rely
on deriving a probabilistic model of the underlying process.
Hence, the formal guarantees they provide are only as good as
the estimation, e.g. the estimation of probabilistic transitions
in a Markov model. The ability to formally verify models
with embedded uncertainty is especially important for safety
critical systems such as an aircraft electric power system [4].
The power distribution system of an aircraft must satisfy strict
safety requirements, and for example, aircraft designers must
ensure mission critical loads remained powered with high
probability even though system subcomponents might behave
unpredictably, e.g. the noise in sensory data translates into
uncertainty in the power level detection. In this paper, we
address this issue by extending the model checking algorithm
to handle uncertainty, while preserving its soundness and
completeness.

Uncertainties arises for many different reasons, such as un-
modeled dynamics, parameter uncertainties or approximation
of the real system by a mathematical model. Our work tackles

the problem of verifying a Markov Decision Process (MDP)
against a Probabilistic Computation Tree Logic (PCTL) for-
mula with uncertainties in the probabilistic transitions of the
MDP. Our work is connected to the extensive literature in
“robust control”. However, in contrast with this literature,
we consider the verification counterpart, in which the non-
deterministic choices are made by the (potentially adversarial)
environment instead of by a controller.

We now briefly survey related work in both areas of control
and verification. Probabilistic model checking is a way of
automatically testing if a probabilistic system satisfies some
given specification. PRISM [3] is a state-of-the-art tool that
supports probabilistic model checking of different probabilistic
models (e.g. CTMC, DTMC, MDP) and specification lan-
guages (e.g. CSL, PCTL). It has been used to analyze a
multitude of applications, from communication protocols and
biological pathways, to security problems. In this paper, we
advance the state-of-the-art in model checking MDP with
PCTL specifications by further considering uncertainties in
the probabilistic transitions of the MDP. In particular, many of
these uncertainties can be represented as convex sets. Hence
we can leverage modern convex optimization techniques to
efficiently solve the problem. There has been prior work [5],
[6], [7] in similar verification problem that also dealt with
uncertainties in the probabilistic transitions. However, only
simple uncertainty models were considered in which the
probabilities lie inside an interval. The uncertainty models
considered in this paper, such as ellipsoidal, likelihood and
entropy models are much more expressive [8].

Convex uncertainty models have also been considered re-
cently in the robust control literature, where the problem
is to compute a robust optimal policy in order to satisfy
some specification with the maximum probability [9]. In this
work, the satisfaction of a Linear Temporal Logic (LTL)
formula in an MDP is considered. Our work is similar in
that we build upon convex optimization results in [8], and
it is different because we consider checking the satisfaction of
PTCL as opposed to LTL formulas. In addition, we consider
the verification problem rather than the control problem where
the nondeterministic choices of actions are made by the
adversarial environment, as opposed to by a controller. Finally,
the robust control problem is focused on proving robustness of
the control law to changes in the environment, while we are
interested in proving properties that are valid independently



from variations of the physical process.
Recently, there has also been work that aims to provide

robustness to PCTL model checking based on the notion of
approximate probabilistic bisimulation (APB) [10]. In this
paper, the existence of an APB with precision ε is proven to
imply the preservation of ε-robust PCTL formulas. Our goal is
different in that we wish to expose the effect of uncertainties
(small perturbations) in the process behavior on the satisfaction
of the property that we are verifying.

To summarize, we make the following contributions.
1. We extend algorithms for model checking of MDP against

PCTL properties to handle the case where there are uncer-
tainties in the probabilistic transitions of the MDP.

2. We consider expressive uncertainty models – they can be
represented as convex sets.

3. We prove soundness and completeness of the proposed
model checking algorithms.

4. We demonstrate the usefulness of our approach with case
studies – a small uncertainty in the probability transitions
can result in a big change in the verification results.
Our paper is organized as follows. Section II gives a back-

ground on MDP, PCTL and the uncertainty models considered
in this paper. Section III formally defines the problem of
checking PCTL properties on an uncertain Markov Decision
Process. Section IV gives details about the algorithms pro-
posed. Section V describes two case studies to demonstrate
the usefulness of our technique. Lastly, conclusions and future
directions of research are presented in Section VI.

II. PRELIMINARIES

We formally define MDPs, PCTL and the models of un-
certainty analyzed in this work to set a common discussion
ground for the rest of the paper.

A. Markov Decision Processes with Uncertainty (UMDP)

Definition 2.1: Labeled finite UMDP. A labeled finite
UMDP,MU is a tupleMU = (S,A,F , S0,Π, L), where S is
a finite set of states of cardinality N =| S |, A is a finite set
of actions (M =| A |), F : S ×A× S → [0, 1] is a (possibly
infinite) set of probability matrices that model uncertainty in
state transitions, S0 is the set of initial states, Π is a finite
set of atomic propositions, and L : S → 2Π is a labeling
function. A(s) denotes the set of available actions at state s.∑
s′∈S F

a
ss′ = 1,∀F a ∈ Fa if a ∈ A(s) and F (s, a, s) = 0

otherwise.
We assume, for notational convenience, that the available

actions A(s) are the same for every s ∈ S. We call F a ∈ Fa
a transition matrix for a ∈ A, where the (i, j)-th entry of F a

is F aij . We refer to the row vector of F a corresponding to
state s as fas .

To model uncertainty in state transitions, we make the
following assumptions:

Assumption 2.1: Fa can be factored as the Cartesian prod-
uct of its rows, therefore its rows are uncorrelated. Formally,
for every a ∈ A, Fa = Fa1 × · · · × FaN , where each Fai is a
subset of the probability simplex in RN .

In [8] this assumption is referred to as rectangular uncertainty.
Let T a denote the nominal transition matrix for action a.
Assumption 2.2: T aij = 0 if and only if F aij = 0 ∀F a ∈

Fa. This assumption means that if a nominal transition is zero
(non-zero), then it is zero (non-zero) for all transition matrices
in the uncertainty set.
This assumption is necessary since adding or removing a tran-
sition toMU may result in a completely different satisfaction
probability for properties over infinite runs.

In order to analyze quantitative properties of UMDPs, we
need a probability space over infinite paths. However, a prob-
ability space can only be constructed once nondeterminism
and uncertainty have been resolved. We call each possible
resolution of nondeterminism an adversary, which chooses an
action in each state of MU .

Definition 2.2: Adversary. An adversary for MU is a se-
quence c = {c1, c2, . . . }, where ci : S → A is a function that
associates an action a to each state at time i.

Conversely, we call nature each possible resolution of
uncertainty, i.e. nature chooses a transition matrix F a for each
action of MU .

Definition 2.3: Nature. Nature is a sequence η =
{η1, η2, · · · }, where ηi : A → Fa is a function that selects a
transition matrix F a ∈ Fa for each action a at time i.

B. Probabilistic Computation Tree Logic (PCTL)

We use PCTL [11], a probabilistic extension of CTL that
includes a probabilistic operator P , to express properties
of UMDPs. The syntax of PCTL is defined as follows:

φ ::= True | θ | ¬φ | φ1 ∧ φ2 | Ponp [ψ] state formulas
ψ ::= Xφ | φ1 U≤kφ2 | φ1 Uφ2 path formulas

where θ ∈ Θ is an atomic proposition, on∈ {≤, <,≥, >},
p ∈ [0, 1], and k ∈ N. State formulas φ are evaluated over
states of the MDP while path formulas ψ are assessed over
paths and only allowed as the parameter of the Ponp [ψ]
operator. We also indicate with Pmaxs [ψ] (Pmins [ψ]) the
maximum (minimum) quantitative probability of P [ψ] to
hold in state s.

The verification of a PCTL state formula φ can be viewed
as a decision problem: the verification algorithm V needs to
determine whether a state s is (or is not) contained in the set
Sat(φ) = {s ∈ S | s |= φ}. We can thus define the following
properties for a verification algorithm:

Definition 2.4: Soundness. Algorithm V is sound if:

s ∈ SatV (φ)⇒ s ∈ Sat(φ)

where SatV (φ) is the satisfaction set returned by the algo-
rithm, while Sat(φ) is the actual satisfaction set.

Definition 2.5: Completeness. Algorithm V is complete if:

s 6∈ SatV (φ)⇒ s 6∈ Sat(φ)

Algorithms to verify non-probabilistic formulas are character-
ized by these two properties, because they are based on reach-
ability analysis over the finite number of states of MU [3].



Conversely, we will show in Section IV that algorithms to
verify probabilistic formulas φ = Ponp [ψ] in the presence of
uncertainties require to solve (convex) optimization problems
over the set of real numbers R. The computed probabilities are
thus intrinsically affected by rounding errors due to the finite
machine precision ε, so they cannot reliably be compared with
the threshold p to decide about inclusion in Sat(φ). We will
nevertheless consider an algorithm to be sound and complete
if the error in determining the satisfaction probabilities of φ
is bounded by ε, since the returned result will still be accurate
enough in most practical settings. Since this bound cannot be
guaranteed for all the proposed algorithms, we also define:

Definition 2.6: δ-soundness. Algorithm V is δ-sound if:

s ∈ SatV (Ponp [ψ])⇒ s ∈ Sat(Ponp±δ [ψ])

Definition 2.7: δ-completeness. Algorithm V is δ-complete
if:

s 6∈ SatV (Ponp [ψ])⇒ s 6∈ Sat(Ponp±δ [ψ])

C. Models of Uncertainty
The sets Fai , i = 1, · · · , N model the uncertainty in the

estimation of the rows in the transition matrices of MU . Our
framework supports all the uncertainty models analyzed in [8],
which we briefly review in the following.

1) Interval Model: A common description of uncertainty
for transition matrices is by intervals:

Fas = {f ∈ RN | 0 ≤ f ≤ f ≤ f̄ ,1′f = 1} (1)

where f , f̄ ∈ RN are vectors containing lower and upper
bounds of the elements of f . This representation is suitable
when the components of the transition matrices are individu-
ally estimated by statistical data.

2) Likelihood Model: The likelihood model is appropriate
when the transition probabilities between states are determined
experimentally. The resulting empirical frequencies of transi-
tion are collected in matrix G. Uncertainty in the transition
matrices can then be described by the likelihood region [12]:

Fa = {F ∈ RN×N | F ≥ 0, F1 = 1,
∑
s,s′ Gss′ log(Fss′) ≥ β}

where β < βmax =
∑
s,s′ Gs,s′ log(Gs,s′) represents the

uncertainty level. Since the likelihood region above does not
satisfy Assumption 2.1, it must be approximated by projection
onto each row of the transition matrix. We obtain:

Fas = {f ∈ RN | f ≥ 0,1′f = 1,
∑
s′ gss′ log(fss′) ≥ βs}

(2)
Even with this approximation, likelihood regions are less
conservative uncertainty representations than intervals, which
arise from further projection onto the row components.

3) Ellipsoidal Model: Ellipsoidal models can be seen as
a second-order approximation of the likelihood model [8].
Intuitively, in this model the elements of f ∈ Fai are restricted
to lie on the intersection of the ellipse E = {f | ‖Rf‖2 ≤
1, R � 0} and the probability simplex ∆N = {f ∈ RN |
1′f = 1, f ≥ 0}. We will thus consider sets:

Fas = {f ∈ RN | f ≥ 0,1′f = 1, ‖Rf‖2 ≤ 1, R � 0} (3)

where the matrix R represents an ellipsoidal approximation of
the region r = {f ∈ RN |

∑
j gij log(fij) ≥ βi}.

4) Entropy Model: The entropy model of uncertainty can be
viewed as a variation of the likelihood model. In the likelihood
setting we bound the divergence from an empirically extracted
distribution, whereas in the entropy setting we bound the
divergence from a reference analytical distribution q [8]. We
will thus consider sets:

Fas = {f ∈ RN | f ≥ 0,1′f = 1,
∑
s′ fss′ log

(
fss′
qss′

)
≤ βs}

(4)

III. PROBABILISTIC MODEL CHECKING WITH
UNCERTAINTIES

We formally define the problem addressed in the paper, and
give an overview of the proposed approach to solve it.

PCTL model checking with uncertainties. Given a Markov
decision process model with uncertainties MU and a PCTL
property formula φ over Π, verify φ over the uncertainty sets
Fa of MU .

As in verification of CTL formulas [13], the algorithm
proceeds by bottom-up traversal of the parse tree for φ,
recursively computing the set Sat(φ′) of states satisfying each
sub-formula φ′. At the end of the traversal, the algorithm
computes the set of states satisfying φ and it determines if
s |= φ by checking if s ∈ Sat (φ). For the non-probabilistic
PCTL operators, the satisfying states are computed as:

Sat (True) = S

Sat(l) = {s ∈ S | l ∈ Π(s)}
Sat(¬φ) = S \ Sat(φ)

Sat(φ1 ∧ φ2) = Sat(φ1) ∩ Sat(φ2)

For the probabilistic operator P on [ψ], we compute:

Sat (P/p [ψ]) = {s ∈ S | Pmaxs (ψ) / p} (5)
Sat (P.p [ψ]) = {s ∈ S | Pmaxs (ψ) . p} (6)

The main contribution of this paper is providing algorithms
to compute Sat (Ponp [ψ]) for MDPs for which the transition
matrices F a are only known to lie within a pre-characterized
uncertainty set Fa. We will focus on convex uncertainty sets
for their mathematical tractability and expressivity. However,
we note that the proposed approach is suitable to analyze
uncertainty sets with arbitrary shape by approximating them
with their convex hull [8].

Probabilistic statements about MDPs typically involve uni-
versal quantification over adversaries c. In the presence of
uncertainty, we will further quantify across nature behaviors
η to compute the worst case condition within the action range
of nature, i.e. the uncertainty sets Fa. We will thus solve
problems of the form:

Pmaxs [ψ] = max
a∈As

max
fas ∈Fa

s

P [ψ] (7)

Pmins [ψ] = min
a∈As

min
fas ∈Fa

s

P [ψ] (8)
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Figure 1. Example UMDP MU = (S = {s0 · · · s3}, A = {a, b},F , s0,
Π = {α, β}, L : {s0, s3} → β ; {s2} → α). The interval model of
uncertainty is used because it is more intuitive to analyze: the intervals Fai
are shown next to each transition.

in which the optimal value represents the maximum (mini-
mum) quantitative probability of P [ψ] to hold in state s, and
the optimal solution represents the worst-case adversary c and
nature η.

In Section IV, we give details on the algorithms to verify
properties expressed with the Next (Ponp [Xφ]), Bounded Until(
Ponp

[
φ1U≤kφ2

])
and Unbounded Until (Ponp [φ1Uφ2]) op-

erators. We will use the UMDP in Figure 1 to illustrate the
functionality of the algorithms.

IV. VERIFICATION ALGORITHMS

We detail the algorithms used to verify PCTL formulas of
UMDP and discuss their properties in terms of soundness,
completeness and running-time complexity.

A. Next Operator

We verify the property φ = Ponp[Xφ1] using Algorithm
1. First, the set Syes of all states satisfying property φ1 is
computed (line 3). Second, for each state, the algorithm solves
the problems in Equation (7) (Equation (8)), considering only
the immediate transitions from each state (lines 5 − 7 (10 −
12)). The inner optimization problem is solved over the set Fas ,
which has the form of one of the convex Sets (1–4), depending
on the considered model of uncertainty. It can be solved with
time complexity O (Nlog(1 \ ε)), where N=|S| [8]. Finally, the
maximum (minimum) probability over all actions a ∈ A(s) is
selected, and the computed probabilities are compared to the
threshold p to select the states that satisfy φ (lines 8 (13)).

Theorem 4.1: Algorithm 1 is sound, complete and guaran-
teed to terminate with time-complexity O

(
MN2log(1 \ ε)

)
.

Proof: Soundness and completeness descend directly
from the strong duality result proven in Appendix A, and from
the fact that the Next operator considers a finite (one) number
of transitions. In Appendix A, we also showed that each inner
optimization problem has time complexity O (Nlog(1 \ ε)),
where ε is the machine resolution. Finally, the algorithm solves
MN inner problems, i.e. for all states s ∈ S, one for each
action a ∈ A(s).

Algorithm 1. Next Operator.

1: Input MU = (S,A,F , S0,Π, L), φ = Ponp[Xφ1]
2: Output The set y = Sat(φ)
3: Compute Syes = Sat(φ1)
4: if on∈ {≤, <} then
5: for all s ∈ S do
6: Pmaxs [Xφ1] = max

a∈As

max
fas ∈Fa

s

∑
s′∈Syes

fass′

7: end for
8: y = {s ∈ S | Pmaxs on p}
9: else

10: for all s ∈ S do
11: Pmins [Xφ1] = min

a∈As

min
fas ∈Fa

s

∑
s′∈Syes

fass′

12: end for
13: y = {s ∈ S | Pmins on p}
14: end if

We apply Algorithm 1 to verify φ = P≤0.5[Xα] in the
example in Figure 1. Trivially, Syes = {s2}. Setting up the
inner problem for action a of s0, we get:

P a,maxs0 = max
f01,f02

f02

s.t. 0.6 ≤ f01 ≤ 0.8

0.2 ≤ f02 ≤ 0.5

f01 + f02 = 1

whose solution is P a,maxs0 = 0.4. Repeating these steps for all
states and actions, we get Pmax = [0.4, 0.5, 0, 0.6], and, in
conclusion, Sat(φ) = {s1, s3}.

The algorithms for the verification of the Next operator on a
nominal MDP [3] have complexity O

(
MN2

)
, i.e. one matrix-

vector multiplication for each action a ∈ A(s), and therefore,
the extra complexity added to verify UMDPs is bounded by
O (log(1 \ ε)).

B. Bounded Until Operator

The Property φ = Ponp[φ1U≤kφ2] can be verified using
Algorithm 2. First, the set Syes, Sno and S? defined as:

Syes
def
= Sat

(
P≥1[φ1U≤kφ2]

)
= Sat(φ2)

Sno
def
= Sat

(
P≤0[φ1U≤kφ2]

)
= S \ (Sat(φ1) ∪ Sat(φ2))

S? = S \ (Sno ∪ Syes)

are computed (line 3). Second, the maximum (minimum)
probabilities Pmaxs [φ1U≤kφ2] = xks (Pmins [φ1U≤kφ2] = xks )
to satisfy φ are iteratively computed for each state s with the
operator (lines 6− 11 (14− 19)):

xis =


0 ∀s ∈ Sno

1 ∀s ∈ Syes

0 ∀s ∈ S? ∧ i = 0

max
a∈As

max
fas ∈Fa

s

(xi−1)′fas ∀s ∈ S? ∧ i ≥ 0

(9)



Algorithm 2. Bounded Until Operator.

1: Input MU = (S,A,F , S0,Π, L), φ = Ponp[φ1U≤kφ2]
2: Output The set y = Sat(φ)
3: Compute Syes, Sno and S?

4: Set x0
s = 1 ∀s ∈ Syes, x0

s = 0 ∀s ∈ Sno ∪ S?

5: if on∈ {≤, <} then
6: for {i = 1; i <= k; i++} do
7: for all s ∈ S? do
8: xis = max

a∈As

max
fas ∈Fa

s

(xi−1)′fas

9: end for
10: end for
11: Pmaxs [φ1U≤kφ2] = xks
12: y = {s ∈ S | Pmaxs on p}
13: else
14: for {i = 1; i <= k; i++} do
15: for all s ∈ S? do
16: xis = min

a∈As

min
fas ∈Fa

s

(xi−1)′fa

17: end for
18: end for
19: Pmins [φ1U≤kφ2] = xks
20: y = {s ∈ S | Pmins on p}
21: end if

(xmins is computed by replacing “max” with “min” in System
(9)). where the inner optimization problem can be solved with
time complexity O (Nlog(1 \ ε)) [8] for all uncertainty models
considered in the paper. Finally, the computed probabilities are
compared to the threshold p, to select the states that satisfy φ
(line 12(20)).

Theorem 4.2: Algorithm 2 is sound, complete and guaran-
teed to terminate with time-complexity O

(
kMN2log(1 \ ε)

)
.

Proof: Soundness and completeness descend directly
from the strong duality result proven in Appendix A, and
from the fact that the Bounded Until operator considers
a finite number k of transitions. In Appendix A, we also
showed that each inner optimization problem can be solved in
O (Nlog(1 \ ε)), where ε is the machine resolution. Finally,
the algorithm solves kMN inner problems, i.e. for k steps
and for all states s ∈ S, one inner problem is solved for each
action a ∈ A(s).

We apply Algorithm 2 to verify φ = P≤0.6[βU≤1α] in the
example in Figure 1. We precompute Syes = {s2}, Sno =
{s1}. Applying one iteration of Operator (9), we get Pmax =
[0.4, 0, 1, 0.6], and, in conclusion, Sat(φ) = {s0, s1, s3}.

The algorithms for the verification of the Bounded Until
operator on a nominal MDP [3] have complexity O

(
kMN2

)
,

i.e. for k time steps one matrix-vector multiplication for each
action a ∈ A(s), and therefore the extra complexity added to
verify UMDPs is bounded by O (log(1 \ ε)).

C. Unbounded Until Operator

We aim to verify the property φ = Ponp[φ1Uφ2]. For
simplicity, we will only consider the case on∈ {≤, <}. We use
Algorithm 3 as a template throughout the section. First, the sets

Algorithm 3. Template for Unbounded Until Operator.

1: Input MU = (S,A,P, S0,Π, L), φ = Ponp[φ1Uφ2]
2: Output The set y = Sat(φ)
3: Compute Syes, Sno and S?

4: Pmaxs [φ1Uφ2] =ComputeProbabilities()
5: y = {s ∈ S | Ps,max on p}

Syes
def
= Sat (P≥1[φ1Uφ2]) and Sno

def
= Sat (P≤0[φ1Uφ2])

are precomputed using conventional fixed point computa-
tions [3]. Second, the maximum probability to satisfy φ
is computed using the procedure “ComputeProbabilities()”.
Finally, the computed probabilities are compared to the thresh-
old p to select the states that satisfy φ. In the rest of the
section, we propose two implementations of the procedure
“ComputeProbabilities()”. The first implementation is based
on Convex Programming (CP) and is guaranteed to return
the exact solution modulo rounding errors due to the machine
finite resolution. The second implementation is based on Value
Iteration (VI). We will first prove that the procedure returns the
exact solution in the limit of infinite iterations. We will then
prove that δ-soundness and δ-completeness can be guaranteed
with a finite number of iterations, and experimentally show in
Section V-B that the VI procedure can be faster than the CP
one for practical values of δ.

1) Convex Programming Procedure (CP): We start from
the LP formulation to solve the nominal problem, i.e. with
no uncertainty [3] (we recall from Section II that T a is
the nominal transition matrix of the UMDP corresponding to
action a ∈ A, and taj its jth row):

min
xs

x′1

s.t. xs = 0 ∀s ∈ Sno (10)
xs = 1 ∀s ∈ Syes

xs ≥ x′tas ∀s ∈ S?, a ∈ A

where the optimal value x∗s = Pmaxs [φ1Uφ2]. Since algorithms
to solve LPs (e.g. interior point methods) are sound, complete
and guaranteed to terminate with polynomial time complexity,
we would like to find a similar formulation when uncertainty
is introduced in the model. In the uncertain scenario, Problem
(10) becomes:

min
xs

x′s1

s.t. xs = 0 ∀s ∈ Sno (11)
xs = 1 ∀s ∈ Syes

xs ≥ max
fas ∈Fa

s

(x′fas ) ∀s ∈ S?, a ∈ A (s)

i.e. we maximize the lower bound on xs across nature action
range. The formulation in Problem (11) can still be written in
convex form for an arbitrary model of uncertainty by replacing
the last constraint with a set of constraints, one for each point
in Fas . However, this approach would result in an infinite
number of constraints if the set Fas has infinite points, as in
the cases considered in this paper, thus making the problem



not solvable. We solve this difficulty using results from duality
theory, which allow to rewrite Problem (11) so that the number
of additional constraints is only polynomial in the size of the
UMDP. In particular, for each state s ∈ S? and action a ∈ A,
we replace the primal inner problem in the outer Problem (11),
with its dual:

σ∗ = max
f∈F

x′f ⇒ d∗ = min
λ

g(λ) (12)

where λ is the (vector) Lagrange multiplier, and we dropped
the state and action indices to improve readability. The dual
function g(λ) is convex by construction for arbitrary (also
non-convex) models of uncertainty, so the dual problem is
convex. Furthermore, if also the primal problem is convex,
strong duality holds, i.e. σ∗ = d∗, because the primal problem
satisfies Slater’s condition [14] for any non-trivial uncertainty
set F . As an example, for the Interval model of uncertainty,
the dual problem reads:

σ∗ = max
f

x′f d∗= min
λ1,λ2,λ3

λ1 − f ′λ2 + f̄ ′λ3

s.t. 1′f = 1 ⇒ s.t. λ2 ≥ 0, λ3 ≥ 0 (13)
f ≤ f ≤ f̄ x + λ2 − λ3 − λ11 = 0

which is an LP. Any dual feasible solution overestimates the
primal solution. When substituting the primal with the dual in
Problem (11), we can thus drop the inner optimization operator
(e.g. “min”) because the outer optimization operator will aim
to find the least overestimate, i.e. the dual solution d∗, in order
to minimize its cost function. We get the CP formulation:

min
xs,λa

s

x′s1

s.t. xs = 0 ∀s ∈ Sno

xs = 1 ∀s ∈ Syes (14)

xs ≥ g (λas) ∀s ∈ S?, a ∈ A

which is a convex problem for any model of uncertainty, so
it can be solved using standard convex optimization packages
(e.g. CVX [15]) with polynomial time complexity. For the
Interval model, Problem (14) reads:

min
xs,λa

1,s,λ
a
2,s,λ

a
3,s

x′s1

s.t. xs = 0 ∀s ∈ Sno

xs = 1 ∀s ∈ Syes
(15)

xs ≥ λa1,s − f ′λa2,s + f̄ ′λa3,s ∀s ∈ S?, a ∈ A
x + λa2,s − λa3,s − λa1,s1 = 0 ∀s ∈ S?, a ∈ A
λ2 ≥ 0, λ3 ≥ 0

If the set Fas can be expressed with a number of constraints
D polynomial in the size of MU , then also the size of
each dual problem is polynomial in the size of MU . From
duality theory, if the primal problem has N decision variables,
its dual has N constraints. Moreover, the number of dual
variables is equal to the number of constraints in the primal,
D. In Problem (15), introducing uncertainty thus comes at
the cost of adding MQ(2N + 1) new variables and 3MQN

new constraints with respect to the nominal scenario, where
Q =|S?|= O(N). Finally, when strong duality holds for the
transformation in Equation (12), soundness and completeness
of the final solution are preserved because the dual and primal
optimal value of each inner problem are equivalent.

Theorem 4.3: If the probabilities Pmaxs [φ1Uφ2] are com-
puted by solving Problem (14), Algorithm 3 is sound, complete
and guaranteed to terminate for any uncertainty model that
satisfies the following conditions:

1) every uncertainty set Fas can be expressed with a finite
number of constraints;

2) strong duality holds for the problem in Equation (12).

Proof: The result immediately follows from the discus-
sion above.

We verify the property φ = P≤0.6[βUα] in the example
in Figure 1. Problem (15) written with the data from the
example has 31 variables and 41 constraints (the nominal LP
would have 4 variables and 5 constraints). The solution reads:
Pmax = [0.4, 0, 1, 1], and, in conclusion, Sat(φ) = {s0, s1}.

We note that all models of uncertainty considered in this
paper satisfy the conditions of Theorem 4.3. In the following,
we also derive the full dual formulation for the Ellipsoidal
model. Further, in Appendix A we derive the dual formulations
of the inner Problem (12) for all the models introduced in
Section II-C.

Ellipsoidal Model. We rewrite the inner problem as:

σ∗ = max
f

x′f

s.t. 1′f = 1 (16)
‖Rf‖2 ≤ 1

f ≥ 0

The dual reads:

d∗ = min
λ1,λ2,λ3,λ4

λ1 + λ2

s.t. ‖λ4‖2 ≤ λ2 (17)
x− λ11−R′λ4 + λ3 = 0

The inner problem is a Second Order Conic Problem
(SOCP), which satisfies Slater’s condition [14] for any non-
trivial uncertainty set, so strong duality holds and σ∗ = d∗.
Replacing Problem (31) with Problem (32), we obtain a new
SOCP formulation for Problem (14):

min
xs,λa

1−2,s,λ
a
3−4,s

x′s1

s.t. xs = 0 ∀s ∈ Sno

xs = 1 ∀s ∈ Syes
(18)

xs ≥ λa1,s + λa2,s ∀s ∈ S?,∀a ∈ A
‖λa4,s‖2 ≤ λa2,s ∀s ∈ S?,∀a ∈ A
x− λa1,s1−R′λa4,s + λa3,s = 0 ∀s ∈ S?,∀a ∈ A



We note that preserving soundness and completeness of
Algorithm 3 comes at the cost of solving an SOCP with
2MN(N + 1) more variables and MN(N + 1) more con-
straints then the original LP.

2) Value Iteration (VI): In this section, we propose an algo-
rithm based on value iteration to compute a δ-approximation
of the probabilities Pmaxs [φ1Uφ2]. Intuitively, the algorithm
runs the iteration introduced for the Bounded Until operator
until the desired level of accuracy δ in the estimation of
Pmaxs [φ1Uφ2] is achieved. In the following, we will first prove
that this procedure indeed converges to the exact solution in
the limit of infinite iterations, and we will then give guidelines
on how to determine the required number of iterations to
achieve the desired level of accuracy in the solution. In
preparation for these results, we define:

Definition 4.1: Contraction. Let (B, d) be a metric space
and g : B → B. Function g is a contraction if there is a real
number θ, 0 ≤ θ < 1, such that:

d (g(u), g(v)) ≤ θd(u, v) ∀u, v ∈ B (19)

In the following, we will use:
Lemma 4.4: Contraction mapping. Let (B, d) be a com-

plete metric space and g : B → B a contraction. Then there
exists a unique point x∗ ∈ B such that:

f(x∗) = x∗

Additionally, if x ∈ B, then:

lim
k→+∞

gk(x) = x∗

We use the following mapping g = G defined as:

G =


0 ∀s ∈ Sno

1 ∀s ∈ Syes

max
a∈As

max
fas ∈Fa

s

(xi−1)′fas ∀s ∈ S?
(20)

and norm:
Definition 4.2: Weighted maximum norm. The weighted

maximum norm ‖ . ‖w of a vector v ∈ RN is defined as:

‖ . ‖w = max
i=1···N

| vi |
wi

(21)

We can now prove that:
Lemma 4.5: Mapping G is a contraction over the metric

space (RN , ‖ . ‖w).
Proof: We refer the reader to Appendix B for the proof of

this Lemma and to Equation (35) for the formula to compute
θ starting from the UMDP data.

The result of Lemma 4.5 proves that:

Pmaxs [φ1Uφ2] = lim
k→+∞

Gk(x) (22)

However, in a practical scenario, we need a stopping criterion
to terminate the infinite recursion, so the probabilities Pmaxs

are just approximated. From Lemma 4.5, at the end of the ith

iteration the residual error in estimation is bounded by [16]:

ρi = ‖Pmaxs − xi‖w ≤ ρ0
θi

1− θ
where ρ0 is the initial error in estimation which can be trivially
bounded by ρ0 ≤ 1. We can thus obtain a sufficient condition
for δ-soundness and δ-completeness:

ρi ≤
δ

wmax
⇒| Pmaxs − xi |≤ δ, ∀s ∈ S?

where wmax is the maximum of the weights of Norm (21).
The resulting bound K on the number of iterations is:

θK

1− θ
≤ δ

wmax
→ K ≥ log[δ(1− θ)]− log(wmax)

log(θ)
(23)

We are now ready to state the main result of this section:
Theorem 4.6: Algorithm 3 is δ-sound, δ-complete and

guaranteed to terminate for a generic model of uncertainty with
time-complexity O

(
KMN2log(1 \ ε)

)
, if the probabilities

Ps,max[φ1Uφ2] are computed by solving Recursion (22) with
stopping criterion given by Equation (23).

Proof: The result immediately follows from the dis-
cussion above, and from the fact that we showed in Sec-
tion IV-B that computing mapping G has time complexity
O
(
MN2log(1 \ ε)

)
.

We verify again the property φ = P≤0.6[βUα] in the
example in Figure 1 using the VI routine with δ = 10−3. After
8 iterations, the procedure returns Pmax = [0.4, 0, 1, 0.999],
and, as for the CP routine, Sat(φ) = {s0, s1}.

D. Non-Convex Uncertainty Sets

The proposed algorithms can in principle handle any model
(also non-convex) of uncertainty, simply by approximating the
non-convex uncertainty set F = Fnc with its convex hull
F = Co(Fnc), i.e. by over-approximating it [8]. Termination
is trivially guaranteed also in this scenario. Moreover, the over-
approximation translates into giving more power to nature, so
if the algorithms return that property φ holds in state s, then
it certainly holds also in the non-convex uncertainty scenario.
Formally,

s ∈ SatV (φ) : F = Co(Fnc) ⇒ s ∈ Sat(φ) : F = Fnc

and soundness is preserved. On the other hand, completeness
cannot be guaranteed because the over-approximation might
translate into an overly-pessimistic estimation of the probabil-
ities. Formally,

s 6∈ SatV (φ) : F = Co(Fnc) 6⇒ s 6∈ Sat(φ) : F = Fnc

We summarize in Table I the results proven in this section.

V. CASE STUDIES

We implemented the proposed algorithms in Python, and
interfaced them with PRISM [3] to extract information about
the UMDP model and compute the sets Syes and Sno. For
comparison purpose, we implemented two algorithms for the
verification of nominal MDPs: these algorithms report the



TABLE I
SUMMARY OF ALGORITHM PROPERTIES.

sound complete δ-sound δ-complete time overhead
X

√ √ √ √
O (log(1 \ ε))

U≤k
√ √ √ √

O (log(1 \ ε))
U (CP)

√ √ √ √
O(MN2)

U (VI) X X
√ √

O (log(1 \ ε))
Non-Convex

√
X

√
X O (log(1 \ ε))

same final results, but compute them differently. The Certain
Slow algorithm processes one row of F a at a time, like the
algorithms for UMDPs do; conversely, the Certain Fast algo-
rithm leverages optimized library routines for sparse matrix-
vector multiplication. Although the theoretical complexity is
the same, we will show that the experimental runtime varies
considerably between the two algorithms. Therefore we can
use them to assess the cost of not being able to use optimized
library routines to solve the inner convex optimization prob-
lems for the verification of UMDPs.

Next, we present two case studies that we analyzed to
benchmark our algorithms: the dining philosopher problem,
and the verification of a consensus protocol when one of the
processes behaves erroneously. The goals of these experiments
are two-fold:

1) quantitatively evaluate the impact of uncertainty in the
transition matrices on the results of verification of PCTL
properties of UMDPs;

2) assess the scalability of the proposed approach to in-
creasing problem size.

The runtime experiments were obtained on a 2.53 GHz Intel
Core i5 with 4GB of RAM.

A. Dining Philosophers
We analyze the classical Dining Philosopher Problem [17].

Briefly, n philosophers are sitting at a table with n available
forks. Each philosopher can either think or eat: when he
becomes hungry, he needs to pick both the fork on his right
and on his left before eating. Since there are not enough forks
to allow all philosophers to eat together, they need to follow
steps according to a stochastic protocol to eat in turns.

We consider this case study relevant because it can be
used to model real shared-resources stochastic protocols [18],
and because the size of the model n can be easily scaled to
benchmark the time complexity of our algorithms.

In particular, we model the uncertainty of the philosophers
in deciding which fork to pick first: while the nominal protocol
assigns 0.5 − 0.5 probability to the left and right fork,
we assume that these values are only known with ±10%
confidence. The parameters for each model of uncertainty
corresponding to this level of confidence can be set using
the approach suggested in [8]. For example, for the Interval
model, the probabilities lie in the interval [40%−60%]. Within
this setting, we aim to determine which is the quantitative
minimum probability for any philosopher to eat within k steps
of the protocol after he becomes hungry. In PCTL syntax:

φ := Pmin
(
{Hungry} → F ≤k{Eating}

)
(24)

Figure 2. Evolution of the state probability of Property 24 for increasing
number of steps k, with n = 3 philosophers.

Figure 2 shows the evolution of the probability of Property
24 as a function of the number of protocol steps k. As
expected, the probability of eating steadily increases as the
number of steps increases. However, the plot also shows that
adding uncertainty decreases this probability with respect to
the nominal scenario (if no uncertainty is added, our results
match those in [17]). The inset of Figure 2 shows the relative
deviation in probability with respect to the nominal case: a
±10% uncertainty can cause a deviation up to 35% in the
computed probabilities, and the deviation is always higher than
10% for k ≤ 60. Further, the deviation is larger for the Interval
and Ellipsoidal models, since they are the most conservative
among the considered ones, as explained in Section II-C.

Lastly, we evaluate the runtime performance of the algo-
rithm for the Bounded Until operator (Algorithm 2) for the
different models of uncertainty, while varying the number of
steps k in Property 24 and the size n of the problem. As
expected from the analysis is Section IV-B, the runtime scales
linearly with the number of steps (Figure 3). The Interval
and Ellipsoidal models run faster because the inner convex
optimization problems can be solved using simpler atomic
operations (sum and multiplication) than the Likelihood and
Entropy models (logarithm and exponent). Further, the Interval
model runs only 1.2× slower than the Certain Slow algorithm,
and the penalty rises to 20× with respect to the Certain Fast
algorithm: this result can be interpreted as the cost of not
being able to use optimized library routines for matrix-vector
multiplication when adding uncertainty to the model. Figure
4 shows that runtime increases linearly also when varying
the number of states in the UMDP. The discrepancy with the
quadratic behavior derived in Section IV-B can be explained
considering that in this case study (and in most practical ones)
not all actions a ∈ A are available at each state s ∈ S and the



Figure 3. Runtime vs. Number of Steps with n = 3 philosophers.
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Figure 4. Runtime vs. Number of States with k = 150 steps.

transition matrix F a corresponding to each action is sparse.

B. Consensus Protocol

Consensus problems arise in many distributed environments,
where a group of distributed processes attempt to reach an
agreement about a decision to take by accessing some shared
entity. A consensus protocol ensures that the processes will
eventually terminate and take the same decision, even if they
start with initial guesses that might differ from one another.

We analyze the randomized consensus protocol presented in
[19], [20]. Briefly, the protocol guarantees that the processes
return a preference value of 1 or 2, with some probability
parameterized by a process independent value R (R ≥ 2)
and the number of processes P . The processes communicate

with one another by accessing a shared counter. The protocol
proceeds in rounds. At each round, a process flips a local coin
and increments or decrements the shared counter depending on
the outcome. It then reads the value c of the shared counter.
If c ≥ PR (c ≤ −PR), it chooses v = 1 (v = 2). Note that
the larger the value of R, the longer it takes on average for
the processes to reach the decision. Nondeterminism is used
to model the fact that the processes access the shared counter
asynchronously. Hence, the overall protocol is modeled as a
Markov Decision Process.

The property we want to verify is Agreement: all processes
must agree on the same decision. We model the decision as
choosing a value v ∈ {1, 2}. According to the protocol, the
theoretical lower bound on the probability that all terminating
processes will decide on a value v is (R−1)/2R. We compute
the minimum probability for which such condition holds and
compare it against the lower bound. In PCTL syntax:

φ := Pmin (F ({finished} ∧ {all coins equal 1})) (25)

We consider the case where one of the processes is unre-
liable or adversarial, i.e. it throws a biased coin instead of a
fair coin. Specifically, the probability of either outcome lies in
the uncertainty interval [(1−u)p0, (1 +u)p0], where p0 is the
protocol-specified probability of 50%. This setting is partic-
ularly relevant for analyzing the robustness of the distributed
protocol when some individual process acts erroneously as a
result of component failure or even security breach.

The goal of the experiment is to evaluate the effect that
the different levels of uncertainty have on the computed
probabilities. Figure 5 shows that, when there is no uncertainty
(u = 0), Pmin increases as R increases. This is because a
larger R will drive the decision regions to be further apart,
making it more difficult for the processes to decide on different
values of v. As R goes to infinity, Pmin approaches the
theoretical lower bound limR→∞(R−1)/2R = 0.5. However,
even with a small uncertainty (u = 0.05), Pmin actually
decreases for increasing R. In fact, as uncertainty becomes
larger (u = 0.2), Pmin quickly approaches 0. A possible
explanation is that the faulty process has more opportunities to
deter agreement for high values of R, since R also determines
the expected time to termination. Results thus show that the
shared coin protocol is vulnerable to uncertainties. This fact
may have serious security implication, i.e. a denial-of-service
attack could reduce availability of the distributed service, since
a compromised process may force the probability of agreement
well outside the expected region (in the worst case).

Lastly, we use the consensus protocol to compare the
runtime performance of the CP and VI routines presented in
Section IV-C. We use the setup with R = 2 and P = 2. The
resulting UMDP has N = 272 states and at most M = 2
actions per state. We compute Pmin in Property 25 by first
using CVX [15] to solve Problem 15 and then using our
Python implementation of the VI routine. The CP formulation
contains 73871 variables and 73438 constraints, and CVX
returns the exact solution in t = 563s. Table II shows the
runtimes for the VI routine for different values of δ (we also
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TABLE II
RUNTIME IN SECONDS FOR THE VI ROUTINE.

δ 10−1 10−3 10−6 10−9 10−12

VI 0.15(68) 0.57(242) 1.28(506) 1.95(764) 2.46(1028)

report in parentheses the required number of iterations). The
data show that the VI procedure makes a very good trade-off
in terms of runtime versus accuracy, e.g. at δ = 10−12 it is
more than 200× faster than the CP routine.

VI. CONCLUSIONS AND FUTURE WORK

We presented algorithms to enable the verification of PCTL
properties of Markov Decision Processes whose state transition
probabilities are only known to lie within uncertainty sets.
Further, we proved that the algorithm runtime penalty to
consider uncertainties, with respect to the nominal scenario,
is O (log(1 \ ε)) for practical levels of accuracy in estimating
probabilities. We validated our approach on two case studies.
Results show that uncertainty substantially alters the computed
probabilities, thus revealing the importance of the proposed
analysis to the verification of system properties.

As future work, we aim to relax the rectangular uncertainty
property, since correlation among rows of the UMDP transition
matrix would limit the power of nature and result in a less
conservative analysis. Moreover, we plan to use the proposed
framework to verify a more complex physical system, e.g. the
power system of an airplane, in which modeling uncertainties
are present both in the underlying physical process and in the
probabilities of failure of its components.

APPENDIX A
CONVEX OPTIMIZATION RESULTS

In this appendix, we give details on the primal and dual
formulations of the inner problem:

max
fas ∈Fa

s

x′fas (26)

for all the models of uncertainty introduced in Section II-C,
and derive the time-complexity of the algorithms used to solve
them. Similar results can be obtained also for the minimization
problem. In the following, we omit state and action indices to
improve readability. Most of this material is an elaboration
of [8].

A. Interval Model

We rewrite the inner problem in Equation (26) in primal
form:

σ∗ = max x′f

s.t. 1′f = 1 (27)
f ≤ f ≤ f̄

The dual problem reads:

d∗ = min
λ1,λ2

λ1 − f ′λ2

s.t. λ2 ≥ 0 (28)
x + λ2 − λ11 = 0

Since the primal problem is an LP, strong duality holds and
σ∗ = d∗ [14]. To derive the time complexity to solve Problem
(28), we rewrite it as [8]:

d∗ = min
λ

(
f̄ − f

)′
(λ1− x)+ + x′f̄ + λ

(
1− 1′f̄

)
where v+ represent the positive part of vector v. In this
form, the dual problem is unconstrained, and it minimizes a
convex piecewise function with break-points at the origin and
at xi, i = 1, · · ·N . A bisection algorithm over the discrete set
b = 0, xi, i = 1, · · ·N will thus find the optimal solution in
O (Nlog(N)) steps.

B. Likelihood Model

We rewrite the inner problem in Equation (26) in primal
form:

σ∗ = max x′f

s.t. 1′f = 1 (29)∑
s′

gss′ log(fss′) ≥ βs

f ≥ 0



The dual problem reads [8]:

d∗ = min
λ1,λ2

λ1 − (1 + βs)λ2 + λ2

∑
s′

fss′ log

(
λ2fss′

λ1 − xs

)
s.t. λ1 ≥ xmax = max

s
xs (30)

λ2 ≥ 0

The primal problem is convex, and it satisfies Slater’s condi-
tion [14] for non-trivial uncertainty sets, i.e. for βi < βmax =∑
ij Gij log(Gij), so strong duality holds and σ∗ = d∗.

Moreover, the dual problem can be reduced to one dimension
and solved using a bisection algorithm [8], with resulting time
complexity O (Nlog(xmax \ ε))) [14] and xmax ≤ 1, since x
is a vector of probabilities.

C. Ellipsoidal Model

We rewrite the inner problem in Equation (26) in primal
form:

σ∗ = max
f

x′f

s.t. 1′f = 1 (31)
‖Rf‖2 ≤ 1

f ≥ 0

The dual problem reads:

d∗ = min
λ1,λ2,λ3,λ4

λ1 + λ2

s.t. ‖λ4‖2 ≤ λ2 (32)
x− λ11−R′λ4 + λ3 = 0

The primal problem is an SOCP, which satisfies Slater’s
condition [14] for any non-trivial uncertainty set, so strong
duality holds and σ∗ = d∗. Since both the primal and the
dual problems are SOCP, they can be solved using interior-
point methods with worst-case (practical) time complex-
ity O

(
N1.5log(xmax \ ε)

)
(O (Nlog(xmax \ ε))) [14] and

xmax ≤ 1, since x is a vector of probabilities.

D. Entropy Model

We rewrite the inner problem in Equation (26) in primal
form:

σ∗ = max
f

x′f

s.t. 1′f = 1 (33)∑
s′

fss′ log

(
fss′

qss′

)
≤ βs

f ≥ 0

The dual problem reads:

d∗ = min
λ
λ log

(∑
s′

qss′ exp
(xs′
λ

))
+ βsλ (34)

s.t. λ ≥ 0

The primal problem is convex, and it satisfies Slater’s
condition [14] for non-trivial uncertainty sets, i.e. for βs > 0,

so strong duality holds and σ∗ = d∗. Moreover, the dual
problem is unidimensional and it can thus be solved using
a bisection algorithm [8], with resulting time complexity
O (Nlog(xmax \ ε))) [14] and xmax ≤ 1, since x is a vector
of probabilities.

APPENDIX B
PROOF OF CONTRACTION LEMMA

Lemma 4.5: Mapping G is a contraction over the metric
space (RN , ‖ . ‖w).

Proof: The proof follows closely the ones in [21] (Vol. II,
Section 2.4) and [9]. Those proofs refer to a control setting,
where the optimal action (control) can be selected. Hence, the
contraction needs to hold for only one of the available actions,
i.e. the optimal one (existential quantification). Conversely, in
the verification setting, the contraction needs to hold across all
available actions, because we consider the worst case resolu-
tion of nondeterminism (universal quantification). Further, as
in [9], we quantify across all nature behaviors: this is possible
due to Assumption 2.2. For the sake of brevity, in the following
we will only consider the calculation of Prmins , but the same
reasoning applies also for the maximization problem.

We start from partitioning the state space S = Syes ∪
Sno ∪ S? as explained in Section IV-C. Since at all iterations
the probabilities Prmins will remain constant by construction
in all states s ∈ Syes ∪ Sno, we do not need to consider
these states explicitly. In particular, we perform the following
transformations of the UMDP underlying graph: we collapse
the set Syes into one terminal state t, and eliminate all
states s ∈ Sno from the graph. These transformations are
fundamental together with Assumption 2.2 to guarantee that all
possible adversaries c are proper in the transformed graph, i.e.
they almost surely reach the terminal state t for all transition
matrices in F [21]. We will now work with the new state space
S† = S? ∪ {t}, and, for simplicity, we redefine N =| S† |.
We further partition S†, as follows. Let S1 = {t} and for
q = 2, 3, · · · compute:

Sq = {s ∈ S† | s 6∈ S1 ∪ · · · ∪ Sq−1,min
a∈A

max
s′∈S1∪···∪Sq−1

min
fa∈Fa

s

fass′ > 0}

Let r be the largest integer such that Sr is nonempty. Since all
adversaries are proper, we are guaranteed that ∪rq=1Sq = S†.
We now need to choose weights ws,∀s ∈ S† such that G
is a contraction with respect to ‖.‖w. First, we take the sth

component ws to be the same for states s in the same set Sq .
Then we set ws = yq if i ∈ Sq , where y1, · · · , yr are scalars
satisfying 1 = y1 < y2 < · · · < yr. Further, let:

ε = min
q=2,··· ,r

min
a∈A

min
s∈Sq

min
fas ∈Fa

s

∑
s′∈S1∪···∪Sq−1

fass′

By construction 0 < ε ≤ 1.
The rest of the proof goes as follows: first, we will show

that if we can find y2, · · · , yr such that for q = 2, · · · , r:
yr
yq

(1− ε) +
yq−1

yq
≤ θ

for some θ < 1, then G is a contraction. Second, we will



prove that such values always exist. We begin by defining:

Gs(x) = min
a∈A

min
fas ∈Fa

s

x′fas

Gas(x) = min
fas ∈Fa

s

x′fas

i.e. the sth element of the output of mapping G applied to
vector x ∈ RN , and the same element when mapping G is
evaluated only at the fixed action a ∈ A. Then, for all vectors
v,u ∈ RN , we determine a ∈ A such that:

a = argmin
a∈A

G(u)

We can thus write for all s ∈ S†:

Gs(v)−Gs(u) = Gs(v)−Gas(u)

≤ Gas(v)−Gas(u)

=
∑
s′

(V ass′vs′ − Uass′us′)

≤
∑
s′

Ma
ss′ (vs′ − us′)

where:

Va
s = argmin

fas ∈Fa
s

v′fas

Ua
s = argmin

fas ∈Fa
s

u′fas

Ma
ss′ = argmax {V ass′ (vs′ − us′) , Uass′ (vs′ − us′)}

Let q(s) be such that state s belongs to the set Sq(s). Then,
for any constant c:

‖v − u‖w ⇒ vs − us ≤ cyq(s) ∀s ∈ S†

We can thus write ∀s ∈ Sq and q = 1, · · · , r:

Gs(v)−Gs(u)

cyq(s)
≤ 1

yq(s)

∑
s′∈S†

Ma
ss′yq(s′)

≤
yq(s)−1

yq(s)

∑
s′∈S1∪···∪Sq(s)−1

Ma
ss′

+
yr
yq(s)

∑
s′∈Sq(s)∪···∪Sr

Ma
ss′

=

(
yq(s)−1

yq(s)
− yr
yq(s)

) ∑
s′∈S1∪···∪Sq(s)−1

Ma
ss′

+
yr
yq(s)

≤
(
yq(s)−1

yq(s)
− yr
yq(s)

)
ε+

yr
yq(s)

≤ θ

We have thus proved that Gs(v)−Gs(u)
wi

≤ cθ, for an arbitrary
state s ∈ S†. Taking the maximum over S†, we get:

‖G(v)−G(u)‖w ≤ cθ, ∀u,v ∈ RN s.t.‖v − u‖ ≤ c

so, G is a contraction over the metric space (RN , ‖ . ‖w), and:

θ = max
1≤q≤r

yr
yq

(1− ε) +
yq−1

yq
(35)

is the corresponding contraction factor. Finally, we construc-

tively prove by induction that it is always possible to find
scalars y1, · · · , yr such that the above assumptions hold. As
the base case, we set y0 = 0, y1 = 1. At the induction step,
we suppose that y2, · · · , yq have already been determined.
If ε = 1, we set yq+1 = yq + 1. If ε < 1, we set
yq+1 = 1

2 (yq +mq) where:

mq = min
1≤i≤q

{
yi +

ε

1− ε
(yi − yi−1)

}
With these choices, we are guaranteed that:

mq+1 = min
{
mq, yi +

ε

1− ε
(yi − yi−1)

}
so by induction, we have that yq < yq+1 < mq+1, and we can
construct the required sequence.
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