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Abstract
Reducing power consumption in the Internet infras-

tructure is receiving significant attention. We propose
three schemes for power reduction in network switches
− Time Window Prediction, Power Save Mode and
Lightweight Alternative. These schemes are adaptive to
changing traffic patterns and automatically tune their pa-
rameters to guarantee a bounded and specified increase
in latency. We propose a novel architecture for buffering
ingress packets using shadow ports.

We test our schemes on packet traces obtained from
an enterprise network, and evaluate them using realistic
power models for the switches. Our simple power reduc-
tion schemes produce power savings of 20 to 35% with
minimal increase in latency or packet-loss. With appro-
priate hardware support in the form of Wake-on-Packet,
shadow ports and fast transitioning of the ports between
its high and low power states, these savings reach 90%
of the optimal algorithm’s savings.

1 Introduction

The energy efficiency of Internet equipment is important
for economic as well as environmental reasons. Net-
working equipment is experiencing an increase in perfor-
mance− switches with speeds of 10 Gbps are in the mar-
ket − that has caused a substantial increase in its power
consumption. Studies estimate the USA’s network in-
frastructure uses 24 TWh per year [8, 16], or $24 billion.
Environmental concerns have led to standards like Ener-
gyStar and a task force by the IEEE for energy efficient
ethernet [4].

Networks are generally provisioned for peak loads due
to performance reasons. But network traffic has been ob-
served to have two characteristics - (i) Bursty with long
interspersed idle periods [12], and (ii) Diurnal variations
in loads, e.g., web servers [21]. This results in heavily
under-utilized equipment during non-peak times. Studies

have shown that network utilization is under 30% even
for backbone networks [5].

The theme of our power reduction schemes is to trade
some performance (latency and packet-loss) for reduced
power consumption. We propose three schemes − Time
Window Prediction, Power Save Mode and Lightweight
Alternative. Time Window Prediction (TWP) takes a
look at the fine-grained traffic patterns, predicts idle
sleep windows and turns the switch ports to low-powered
modes during such periods. Power Save Mode (PSM)
is similar to the standard in IEEE 802.11 wireless net-
works [15]. In both the schemes, ports transition into
low-powered modes and wake up to process buffered
egress packets. Ingress packets are received and pro-
cessed using shadow ports. Both schemes are cognizant
of changes in traffic patterns and are constrained by
user-specified bounded increase in per-packet latency.
Lightweight Alternative addresses over-provisioning of
network equipment by providing every high-powered
network connection (designed for peak loads) with a cor-
responding low-powered connection. Only one of the
two is appropriately powered-up and used depending on
the traffic load.

Our schemes assume some hardware characteristics
that enhance power savings. Some of them are already
available today and we aim to demonstrate the utility
of the rest, and make a strong case for their universal
incorporation in future switch designs. Firstly, we as-
sume that switch ports support at least two states - high-
powered and low-powered. This is analogous to states
in processors that power off sub-components and reduce
operational frequency. Wireless network cards also sup-
port these concepts. The transition time between states
is a crucial factor in performance. Secondly, we require
packets to be buffered even when a port is powered down.
Modern switches are equipped with buffers in the order
of hundreds of kilobytes to a few megabytes [1] to store
egress packets. We propose a novel architecture called
shadow ports for processing ingress packets when a port
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is in low-powered mode. Thirdly, switch ports support
a Wake-on-Packet (WoP) facility: switch ports that are
powered down can be automatically woken up on an in-
coming packet, with the loss of that packet. While not
currently supported, we speculate that the available tech-
nology of Wake-on-LAN [7] could be adapted.

We evaluate our power reduction schemes on real-
world packet traces collected from an enterprise net-
work. Our schemes produce power savings of upto 20
to 35%. With appropriate hardware support in the form
of Wake-on-Packet and fast transitioning of the ports be-
tween its high and low power states, these power sav-
ings are 90% of the savings achieved by the optimal al-
gorithm. Overall, we make the following contributions:
Firstly, we present two simple power reduction schemes
− Time Window Prediction and Power Save Mode −
that we believe are easy to implement on switches. The
schemes operate stand-alone on a switch and hence can
be incrementally deployed. Secondly, we analyse the
trade-off between performance and power consumption.
In doing so, we introduce and demonstrate the value of
pre-specified and bounded performance degradation. Fi-
nally, we make a set of recommendations for switch de-
signs viz., lightweight alternative, shadow ports, Wake-
on-Packet and low-powered modes in switch ports with
fast transitioning.

The rest of the paper is organized as follows. Section 2
presents an overview of the power reduction schemes,
a detailed description of the switch’s power model and
evaluation methodology. Sections 3 and 4 describe the
Time Window Prediction and Power Save Mode schemes
respectively. We describe the Lightweight Alternative in
Section 5. Section 6 discusses additional issues. Related
work is presented and contrasted with our work in Sec-
tion 7. We conclude in Section 8.

2 Models and Overview

In this section, we present the architecture of the switch
including the power model and the buffering capabilities,
overview of the power reduction schemes and evaluation
methodology.

2.1 Switch Model

A typical modular switch’s power consumption is di-
vided among four main components − chassis, switch-
ing fabric, line-cards and ports. The chassis includes
the cooling equipment, e.g., fan, among other things and
its power consumption is denoted as Powerfixed. The
switching fabric is responsible for learning and main-
taining the switching tables and its power consumption
is denoted as Powerfabric. The line-card maintains

Parameter Value
Powerfixed 60W
Powerfabric 315W
Powerline−card (first card) 315W
Powerline−card (subsequent cards) 49W
Powerport 3W
Powerport (idle) 0.1W
Port-transition − Power 2W
Port-transition − Time (δ) 1ms to 10ms

Table 1: Parameters used in the Power Model and
their values

buffers for storing packets. Ports contain the network-
ing circuitry. The line-card acts as a backplane for mul-
tiple ports and forwards packets between the switch-
ing fabric and ports. Modern line-cards can support
24, 48 or 96 ports. Note that a switch can contain
multiple line-cards. We denote the line-card’s power
consumption to be Powerline−card and every port’s
power consumption to be Powerport. Hence the to-
tal power consumption of the switch can be viewed
as, Powerswitch = Powerfixed + Powerfabric +
numLine ∗ Powerline−card + numPort ∗ Powerport.

We use values for Powerfixed, Powerfabric and
Powerline−card from the Cisco Power Calculator [2]
corresponding to the Catalyst 6500 switch (we discuss
Powerport shortly). We assume that the power con-
sumed by this switch is indicative and typical of similar
products. Table 1 lists the parameters in our power model
and their values. TWP and PSM schemes concentrate on
intelligently putting ports to sleep during idle periods;
other components of the switch are assumed to be pow-
ered on always. Hence, for a switch with say four line-
cards and 192 ports, the maximum power saving works
out to 39.4%. If all the ports are in low-powered state
for 100% of the time, the power savings will be 39.4%.
This is the upper-bound for power savings that can be
achieved by any scheme that focuses on powering down
ports.

2.1.1 Port Design

We define an intuitive two-state Markov model for a
port’s power states. Ports transition between the high-
power and low-power states (see Figure 1). Our power
reduction schemes use different criteria for intelligently
transitioning the ports between the two states. The transi-
tion is assumed to take a finite time δ and is timer-driven
− transitions occur after pre-fixed times.

Every port consumes 3W in its high-power state [3].
Consistent with prior work [20], for values of transition
time δ, and power-consumption in low-power state, we
use values from the wireless domain. We assume the
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power consumed in waking up a port to be 2W with a
transition time δ of 10 ms. The port consumes 0.1W in
low-power state. These values are listed in Table 1.

Figure 1: Markov model for a port’s states

Buffering: Each port is bi-directional and has pack-
ets flowing in the ingress − into the switch − and egress
− away from the switch − directions. Egress packets
are buffered automatically when the port is in low-power
state. When a port transitions back to high-powered
state, it processes the buffered packets. Ingress pack-
ets, on the other hand, have to be received by the port
and forwarded to the buffers for further processing. With
current switches, ingress packets that arrive when a port
is not in high-power state are lost. To address this issue,
we propose the idea of a shadow port. A shadow port
receives ingress packets if any of the normal ports are in
low-power state. A shadow port’s hardware is expected
to be similar to normal ports.

Figure 2: Architecture of Shadow Port for a cluster of
size 4

Each shadow port is mapped to a cluster of normal
ports. Since a shadow port’s power consumption is the
same as a normal port, savings can be achieved only if
atleast two of the normal ports in a cluster are in low-
power state in the same time. Figure 2 shows a con-
ceptual diagram of the shadow port’s architecture for a
cluster of size 4. We assume the presence of some mech-

anism to distinguish between egress and ingress pack-
ets in the buffer. Shadow ports would be able to re-
ceive only one incoming packet at a time. If packets ar-
rive simultaneously for different normal ports that are in
low-powered state, all but one of them are lost. While
ingress packets are lost due to simultaneous arrivals on
the shadow port, egress packets are lost due to buffer
overflow. We analyze packet-loss and its dependency
on the cluster and buffer sizes in our evaluations of the
power reduction schemes.

Wake-on-Packet: Note that a port’s transition be-
tween its power states in Figure 1 incurs an overhead of
power and time. During sustained idle periods, to avoid
the overhead of timer-driven transitions to high-powered
state, we propose a Wake-on-Packet (WoP) facility. Us-
ing this facility, a port automatically transitions from the
low-powered state to the high-powered state on arrival of
a packet. This packet is lost if it is an ingress packet;
egress packets are all buffered. Note that shadow ports
do not receive ingress packets for a port that has put it-
self to indefinite sleep relying on WoP.

While timer-driven transitions are still valuable as they
enforce a minimum sleeping duration even in the pres-
ence of traffic flow, WoP helps the ports take better ad-
vantage of sustained idle periods. The hardware support
for this capability would be similar to Wake-on-LAN [7].

2.2 Power Reduction Schemes − Overview
We present three power reduction schemes based on a
combination of predicting low-activity periods in traffic
flow and trading a bounded increase in latency for power
reduction. We consider sleep opportunities at the level of
individual ports.

1. Time Window Prediction (TWP) observes the num-
ber of packets crossing a port in a time window and
assumes that to be an indicator of the network ac-
tivity in the next window. If the number of packets
in that window is less than a threshold (or zero), the
port is powered down for the next time window.

2. Power Save Mode (PSM) is similar to IEEE 802.11
networks wherein the Access Point buffers the
packets while the wireless network card of the client
is powered down [15]. In our Power Save Mode,
the switch buffers the packets (refer Section 2.1.1)
while ports remain powered down.

Both the Time Window Prediction scheme and
Power Save Mode are adaptive and automatically
configure their operational parameters to guarantee
a pre-specified and limited increase in per-packet la-
tency. We assume this bound can be specified at the
level of individual ports using SNMP MIBs. Speci-
fying it at the port-level is useful when servers with
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varied application characteristics are connected to
the same switch, e.g., the tolerable increase in la-
tency is likely to be different for web servers and
streaming servers.

3. Lightweight Alternative strategy is an attempt to
balance the over-provisioning in networks to han-
dle peak loads. While these high-powered modu-
lar switches are useful during peak loads, they re-
main under-utilized otherwise. Activity in servers
has been observed to have a diurnal variation
and our suggestion is to have low-power alterna-
tives to serve low-activity periods. Every high-
powered switch has a low-powered alternative −
a low-powered integrated switch or wireless ac-
cess point substituting the high-powered modular
switch. All machines have connectivity through
the high-powered switch as well as its low-powered
alternative. Using an appropriate learning al-
gorithm the system automatically identifies low-
activity ”slots”. During low-activity slots, the high-
powered switches are powered down and commu-
nication happens through the low-powered alter-
natives. We show that the economic overhead of
adding new hardware is compensated by the savings
in power.

The time periods in the Time Window Prediction
scheme and Power Save Mode are of the order of mil-
liseconds to seconds while the slots in Lightweight Al-
ternative scheme are expected to be in minutes.

2.3 Evaluation Methodology

Now we present our evaluation procedure. Our figures
of merit are the percentage of power reduced as well
as the increase in latency and packet loss. Our base-
line power consumption assumes all the switch’s com-
ponents to be powered up throughout. We calculate the
reduction in Powerswitch because of our schemes. Prior
work [22, 19] has used the percentage of times when the
port is in a low-power state as a metric for evaluation.
While such a metric is useful to analyze the efficacy of
the scheme, evaluating the overall power reduction is
much more indicative because powering down a frac-
tion of ports does not result in the power consumption
of other components like the switching fabric, line-cards
and chassis being zero. Overall power savings is our pri-
mary metric for evaluation. To summarise, we perform
the following evaluations on TWP and PSM:

1. Power Savings

2. Latency and Packet Loss for varying buffer sizes

3. Effect of Wake-on-Packet and transition time δ on
the power savings

4. Effect of cluster size on Power Savings and Packet
Loss

2.3.1 Traces

We evaluate traces from a Fortune 500 company’s enter-
prise network of PC clients and file and other servers1.
We evaluate our schemes for varying and low latency
bounds and a more comprehensive evaluation with dat-
acenter traffic patterns is part of future work.

Our enterprise traces were collected in the Fortune 500
company’s LAN in March 2008 for a period of 7 days.
We collected SNMP MIB counter data of the number of
packets across every port (ingress and egress measured
separately) on a switch with four line cards (192 ports).
This counter data was collected once in every 20 sec-
onds. Consistent with previous studies [23], we assume
a Pareto distribution of packets within the 20 second in-
terval. The Pareto distribution captures the bursty nature
of traffic.

2.3.2 Optimal Power Reduction

We put our results in context by comparing them with the
optimal power reduction scheme. The optimal scheme
assumes an oracle that exactly knows the inter-arrival
times of the packets and hence can put the switch in a
low-power mode during each of its idle periods. The op-
timal scheme assumes an instantaneous transitioning be-
tween the power states of the switch in Figure 1. With
our traces and power model, the optimal power saving is
33.9% implying an utilization of 16.8%.

3 Time Window Prediction

In this section, we describe the Time Window Prediction
scheme and evaluate its performance.

3.1 Scheme Definition
This scheme observes the number of packets crossing a
port in a sliding time-window of to units and assumes
that to be an indication of traffic in the next window.
If the number of packets in this time-window is below
a threshold τp, the switch powers down the port for ts
units (sleep time window). In other words, it makes a
transition between the states in Figure 1 depending on
the observation in this time window. Packets that arrive
at the port when it is powered down are buffered (refer
Section 2.1.1).

1Due to the non-disclosure clause we cannot disclose the name of
the company
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Table 2: Time Window Prediction

Inputs:
Packet Threshold for sleeping: τp
Size of the observation time window: to
Size of the sleep time window: ts
Lower bound for sleeping: τs
Bound for increase in latency: L

Variables:
noSleep = false
Average long-term per-packet increase in latency: avg-lat = 0

Step 1: Count number of packets, num-packet, in to window.
Step 2: If num-packet < τp

If noSleep is false
Sleep for ts window
Process buffered packets
Calculate the average increase in per-packet latency for the packets
that arrived in the (to + ts) window, delayrecent

Else
Calculate the average increase in per-packet latency for the packets
that arrived in the (to) window, delayrecent

weighted-latency = w1∗ avg-lat + w2∗ delayrecent

adapt-ratio = weighted-latency / L
If (ts / adapt-ratio > τs)

ts← ts / adapt-ratio
Else

noSleep = true
Step 3: Update avg-lat
Step 4: Go to Step 1

Adaptive Sleep Window: The basic Time Win-
dow Prediction scheme is not cognizant of performance
degradation. While a good prediction function would re-
duce erroneous sleeps and the consequent increase in la-
tencies, we believe that the performance of the scheme
should not entirely rely on the accuracy of the prediction
function. Egress packets that arrive at a port when it is
asleep are buffered and sent after the port wakes up. This
causes an increase in latency. Note that this in addition to
the latency incurred due to various factors along its path.
For the sake of brevity, we interchangeably refer to this
increase in latency as simply latency. Ingress packets are
handled by the shadow port and incur no extra latency.

We augment the basic TWP scheme by making it sen-
sitive to packet latencies and offer latency guarantees.
TWP is supplied with a per-port bound on the tolerable
increase in per packet latency, and it dynamically adapts
its sleep-window ts to meet the latency bounds. Note that
ts is also automatically increased in times of low network
activity and this increases the power savings. Table 2 de-

scribes the adaptive Time Window Prediction scheme.
Latency of a packet can be calculated using its time

of arrival and time of processing. avg-lat is the running
average for the per-packet increase in latency over a long
term. The weights w1 and w2 were each set to 0.5 for the
evaluations. The motivation is to ensure that the scheme
is adequately sensitive to changes in traffic patterns. The
lower-bound for sleeping τs is set to twice the transition
time δ to ensure that the overhead of powerind down and
waking up a port is not higher than the power saving be-
cause of the sleep.

TWP does not look across multiple observation time
windows. The size of the sleep window, and hence ra-
tio of the observation time window to the sleep window
is adaptively adjusted. This is equivalent to observing
across multiple time windows.

Wake-on-Packet: Ports periodically wake up at the
end of the sleep-window in anticipation of sending
buffered egress packets. During sustained idle periods,
the energy expended due to periodically waking up and
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Figure 3: Variation of power savings (left) and packet loss (right) with cluster size, in Time Window Prediction

Figure 4: Power Savings with Time Window Predic-
tion is independent of the sleep time window (ts). This
is because the sleep time is automatically adapted to
meet the latency bounds. The independence holds
with the Wake-on-Packet capability

staying awake for to units before powering down, is sig-
nificant and wasted. Even though our scheme is adaptive,
it takes a significant amount of time to enlarge the sleep
window depending on the value of the weights w1 and
w2.

We measured the results of our algorithm if the ports
supported a Wake-on-Packet (WoP) facility. If there are
no packets in multiple consecutive to windows, the port
can put itself into indefinite sleep and wake up on an in-
coming packet. Our results in the next section present a
strong case to incorporate the Wake-on-Packet facility in
future switch designs.

3.2 Evaluation

We evaluate the Time Window Prediction scheme for
power savings as well as latency and packet loss.

Cluster Size: As mentioned in Section 2, a clus-
ter of ports are mapped to a shadow port for receiv-
ing ingress packets when they are in low-powered state.

to Adaptive WoP Increase
0.5s 21.6% 27.3% 27%
1s 18.1% 24.4% 34%

Table 3: Wake-on-Packet produces a significant in-
crease in power savings in the Time Window Predic-
tion scheme

Higher number of ports in a cluster will result in a higher
probability of multiple ports in the cluster being in low-
powered state at the same time, and hence savings in
power. Figure 3 plots how the power savings vary with
increasing cluster size. But as the figure on the right in
Figure 3 shows, higher cluster sizes also result in packet
losses. We plot the packet loss only for ingress packets as
loss of egress packets is not affected by the cluster size.
Based on the graph, we pick a cluster size of 12 for our
experiments.

Power Savings: TWP automatically adapts its sleep
window, ts, to meet the latency bounds. As shown in
Figure 4, the power savings is a function of only to.
For a fixed value of to, we experimented with varying
initial values of ts − 0.25s, 0.375s, 0.5s, 0.75s and 1s.
The results illustrate the adaptive nature of the algorithm
whereby the initial value of ts is automatically and con-
tinuously modified to meet the latency bounds.

Table 3 illustrates the benefits of the Wake-on-Packet
capability. Note that the power savings achieved with
the Wake-on-Packet facility is 80% of the optimal power
savings. While we have evaluated our schemes with a
transition time 10 ms, we also perform a sensitivity anal-
ysis to see the effect of varying δ on the power savings.
As shown in Figure 5 the power savings of TWP tend
closer to the optimal value for low values of δ. If im-
provements in hardware facilitate a 1ms transition time,
our savings are 90% of the optimal value.

Latency: We evaluate the power savings achieved for
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Figure 5: Effect of the transition time δ on the power
savings

varying latency bounds, L. As shown in Figure 6, the
power savings linearly increase with L. As shown in the
algorithm in Table 2, an increase in the value of L causes
an increase in the adapt-ratio which in turn increases the
value of the sleep-window ts. Tolerating higher laten-
cies results in increased sleep durations and hence more
power savings.

Figure 6: Power Savings vs. Latency Bound, L, for
Time Window Prediction scheme. The trend is is sim-
ilar in the presence of the Wake on Packet capability

Packet Loss: Figures 7 plots the packet loss for vary-
ing buffer sizes, for the adaptive TWP scheme and how it
reduces in the presence of Wake-on-Packet. We note an
exponential decay in the packet-losses as the buffer size
increases. Packet losses reduce in the presence of WoP.
During prolonged idle periods, the adaptive scheme auto-
matically increases its sleep window and this is likely to
cause packet losses when packet flow resumes at higher
rates because it would take time to shrink the time win-
dow. But with WoP, the sleep window remains con-
stant during the indefinite sleep. Both the curves show
a packet-loss of under 1% for buffer sizes greater than
500 KB. Most modern switches support buffers in excess

of this [1] and hence we believe that the Time Window
Prediction scheme produces acceptable packet-losses.

Figure 7: Packet Loss for varying buffer sizes for Time
Window Prediction scheme

4 Power Save Mode

Now we present the Power Save Mode.

4.1 Scheme Definition
The Power Save Mode (PSM) is primarily based on the
switch’s capability to buffer packets while the port is
powered down. In Power Save Mode, a port periodi-
cally goes into low-power mode while the packets are
buffered (refer Section 2.1.1). This mode is similar to
IEEE 802.11 networks where the client’s wireless card
powers itself down and the Access Point buffers the
packets [15]. The motivation for a port to go to PSM is
to reduce power consumption while incurring tolerable
performance losses.

Every port cycles between awake (ta units) and asleep
(ts units). The transitions in Figure 1 are not based on
the traffic patterns but rather the size of the awake and
asleep time windows. This is where PSM is different
from the Time Window Prediction scheme: the sleep in
PSM happens with regularity and is not dependent on the
traffic flow. While the Time Window Prediction scheme,
in the presence of an accurate prediction function, does
not necessarily increase latencies, PSM is more aggres-
sive and is naturally expected to cause an increase in la-
tency. PSM is more of a policy decision about powering
down ports as opposed to the Time Window Prediction
scheme that takes a fine-grained look at the packet ar-
rivals.

Adaptive Sleep Window: Because of its aggressive
nature and independence from the traffic patterns, it is all
the more important that the sleep window, ts is automat-
ically adapted in PSM. The adaptation of the sleep win-
dow is similar to the adaptive mode in TWP. The sleep
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Table 4: Power Save Mode

Inputs:
Time awake: ta
Sleep time window: ts
Lower bound for sleeping: τs
Bound for increase in latency: L

Variables:
noSleep = false
Average long-term per-packet increase in latency: avg-lat = 0

Step 1: Stay awake for ta window
Step 2: If noSleep is false

Sleep for ts window
Process buffered packets
Calculate the average increase in per-packet latency for the packets

that arrived in the (ta + ts) window, delayrecent

Else
Calculate the average increase in per-packet latency for the packets
that arrived in the (ta) window, delayrecent

weighted-latency = w1∗ avg-lat + w2∗ delayrecent

adapt-ratio = weighted-latency / L
If (ts / adapt-ratio > τs)

ts← ts / adapt-ratio
Else

noSleep = true
Step 3: Update avg-lat
Step 4: Go to Step 1

window, ts is appropriately scaled to meet the latency
bound, L. Table 4 describes the Adaptive Power Save
Mode. The value of τs is set to twice δ, and w1 and w2

are set to 0.5 each.
Wake-on-Packet: Similar to the Time Window Pre-

diction scheme, during sustained idle periods, the PSM
mode puts the port into an indefinite sleep, only to be
woken up by a packet. If there are no packets during
multiple ta windows, the port is indefinitely put to sleep.

4.2 Evaluation

This section presents the evaluation of the Power Save
Mode.

Cluster Size: Picking the right cluster size is crucial
in producing limited loss of ingress packets. As shown
in Figure 8, the trend of increasing power savings and
packet losses is the similar to Time Window Prediction
scheme. We pick a cluster size of 12.

Power Savings: The adaptive nature of the algorithm
is illustrated by the independence of the power savings
to the initial value of the the sleep window, ts. ts is ap-

ta Adaptive WoP Increase
0.5s 19.8% 26.5% 33%
1s 12.2% 19.3% 58%

Table 5: Wake-on-Packet produces a significant in-
crease in power savings in the Power Save Mode

propriately modified to meet the latency bounds. We set
the initial value of ts to be 0.25s, 0.375s, 0.5s, 0.75s and
1s. Figure 9 shows the power savings achieved by the
adaptive PSM.

Table 5 shows the increase in power savings because
of the Wake on Packet capability. These achieve 78%
of the optimal power savings. As shown in Figure 5
this value increases to 86% for low values of δ. The
significant improvement in power savings because of re-
duced transition times and the Wake on Packet facility is
a strong case for incorporation of these features in future
switch designs (see Section 6.2).

Latency: Varying latency bounds result in different
power savings. The general observation is that true to in-
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Figure 8: Variation of power savings (left) and packet loss (right) with cluster size, in Power Save Mode

Figure 9: Power Savings with Power Save Mode is
independent of the sleep time window (ts). The in-
dependence holds in the presence of the Wake-on-
Packet capability

tuition, higher tolerance in latency result in larger power
savings. Figure 10 plots the relation. The explanation
for the increase in power savings for higher values of L
is similar to the Time Window Prediction scheme.

Packet Loss: As in the Time Window Prediction
scheme, the packet losses are reduced in the presence
of the Wake on Packet capability. Figure 11 plots the
results.

4.3 Latency Bound

The value of the latency bound, L is an important in-
put for the PSM and TWP. As shown in the results, the
amount of power savings is directly proportional to L
(see Figures 6 and 10). The latency bound L is likely
to depend on the application type. For example, stream-
ing applications, web browsing and search queries, and
file transfers have different latency requirements and the
value of L would vary accordingly. In out experiments
we tested for L values of 2ms, 5ms and 10ms. While we

Figure 10: Power Savings vs. Latency Bound, L, for
Power Save Mode. The trend is is similar in the pres-
ence of the Wake on Packet capability

believe these to be reasonably diverse and constrained
values for L, we think appropriately identifying its value
based on the application protocol and the packets flowing
through a switch is the right approach. Such identifica-
tion is part of future work.

5 Lightweight Alternative

This scheme attempts to address the problem of over-
provisioning in network designs. In contrast to the earlier
two schemes, this looks at the macroscopic view of the
traffic on the switch. Also, the Time Window Prediction
and Power Save Mode algorithms affect only the power
consumed by the ports and hence this puts an upper-
bound on the amount of savings possible. Since the line-
card can be powered down only in the window when all
its ports are powered down and switching fabric can be
powered down only when all the line-cards are powered
down, this can result in the line-cards and switching fab-
ric often being powered on and under-utilized.
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Figure 11: Packet Loss for varying buffer sizes for the
Power Save Mode

As observed in prior work [21, 10], traffic patterns
have a clear diurnal variation. The traffic resembles a
sine curve that peaks in the day and experiences a lull
in the nights. For instance, enterprise networks can ex-
pect to have far fewer users at 3AM compared to 3PM.
Similarly, most traffic routed to datacenters in the USA
is likely to be from users in North America and it can
be reasonably expected that there are fewer users in the
night. But most networks are designed for the peak-load
and result in idling of resources otherwise.

Our proposal is to deploy low-power or lightweight
alternatives for every high-powered switch. The high-
powered switches are typically modular switches that
have multiple line cards and a supervisor engine. These
switches support very high packet processing speeds (in
the order of Mega packets per second) and have mul-
tiple line cards with each of the cards connecting up
to 96 machines through its ports. We interchangeably
refer to high-powered switches as modular switches.
The lightweight alternatives could be low-powered in-
tegrated switches or Access Points substituting for the
high-powered switch. The lightweight alternatives are
expected to have lower packet processing speed and line
speeds. We explore these design options in Section
5.2. All machines have connectivity through the high-
powered switch as well as the lightweight alternative.
From the traffic patterns, the system automatically identi-
fies ”slots” of low activity and ensure that only one of the
two connections is appropriately powered-up and used
depending on the traffic load.

5.1 Low Activity Slots
The system uses the simple K-Means clustering algo-
rithm to identify slots of low activity. The number of
packets across days is split into equal-sized slots and the
number of packets per slot is logged for t training days.
This data is classified using K-Means clustering, with K
= 2, to produce two clusters one each for high and low

activities. If the difference between the averages of the
two clusters is above a threshold, then the slots of low
activity can be served by the lightweight alternative. The
check for the difference of the averages being higher than
a threshold is done to guard against the case where the
modular switch is heavily loaded uniformly. The thresh-
old is set depending on the packet processing speed and
network bandwidth of the lightweight alternative to en-
sure minimal performance degradation.

The clustered data is processed to find the count of
the total number of days when a particular slot is in the
low-activity cluster. If the fraction of days in which a
particular slot is in the low activity hour is higher than
a confidence level C, then that slot is marked as a low-
activity slot. All low-activity slots are served using the
lightweight alternative.

The size of the slot is dynamically decided and its
lower-bound is set to a minimum value (fixed as 15
minutes in our experiments). We split the training logs
of t days into two equal parts - traininglearn and
trainingtest. For varying slot sizes, the traininglearn

data is clustered to get low-activity slots and the accu-
racy of the prediction is tested using the trainingtest.
We define the prediction to be erroneous if a slot is clas-
sified as low-activity but its number of requests is closer
to the centroid of the high-activity slot. The slot size with
the highest accuracy is picked.

The clustering algorithm can be run either on a static
or dynamic training set. In the static model, the training
is done once to identify the low-activity slots whereas the
dynamic model has a sliding training window using data
from the last set of t days for identifying the low-activity
slots.

5.2 Design of Lightweight Alternatives

In this section, we explore potential design options for
the lightweight alternative. Conceptually, we propose
having a lightweight counterpart for every line card in
the high-powered switch. The design options discuss the
trade-off between deployability and performance with
the lightweight alternative, and are by no means exhaus-
tive.

(i) Lightweight Switch: This proposes a re-design
of the network topology wherein each line card can
be substituted by a separate lightweight switch. The
lightweight switches could be integrated or stackable
switches (colloquially referred to as pizza box switches).
These switches support lower speeds (10/100 Mbps) and
have reduced packet processing speeds. Each machine
connected to the high-powered switch is also connected
to the lightweight switch with only one of the two being
active at any given point in time.

The routing tables and other configuration informa-
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tion for the lightweight switch can be transferred from
the main switch using standard protocols like GARP
VLAN Registration protocol (GVRP). GVRP is a pro-
tocol for switches to transfer configuration information
among each other.

(ii) Wireless: The lightweight alternative connectivity
can be provided through a wireless Access Point. This
design has the advantage of not having to re-wire the
network and can work with standard Access Points. The
downside to this scheme is the inherent unreliability and
limited bandwidth of wireless links.

Costs: The Lightweight Alternative scheme proposes
adding extra hardware in the network and the economic
overhead in procuring them is not negligible. But as we
show in Section 6.1, a 30% power reduction translates
to an economic saving of $37,133 in one year and even
a 20% saving leads to a cost reduction of $24,755 in an
year. The economic benefits obtained by the power sav-
ings are clearly higher than the price of the lightweight
alternatives and hence the schemes ensure that cost of the
extra hardware is compensated.

5.3 Evaluation

The lightweight alternative scheme relies on clustering to
predict low-activity periods and errors in this prediction
has repercussions on the performance of the network. We
evaluate how the confidence of the classification C af-
fects the prediction error as well as the power savings for
both the fixed and dynamic training models.

Prediction Error: The clustering algorithm generates
two clusters from the training data, one each for the high
and low activity slots. Each cluster has its respective cen-
troid from the clustering algorithm. For evaluation, we
define the prediction to be erroneous if a slot is classified
as low-activity but its number of requests is closer to the
centroid of the high-activity slot. Note that this evalua-
tion is different from the procedure used to identify the
right slot size. Figure 12 plots the prediction error for
varying confidence of the classification. Dynamic train-
ing window increases the prediction accuracy.

Power Savings: The confidence in the classification
algorithm affects the power savings. Higher confidence
values imply a highly conservative scheme with low pre-
diction errors but low power savings. We illustrate this in
Figure 13 (we use the power values corresponding to the
Cisco 3500 series [2] for the lightweight alternative). We
also see that the dynamic training model is able to bet-
ter adapt to changing traffic patterns and produces more
accurate classifications and higher power savings.

The modular switches have multiple line cards and a
significant overhead power cost. Fixing multiple line
cards helps amortize this overhead and this is reflected
in the lower power savings. As shown in Figure 14,

Figure 12: Prediction Error reduces as the Confidence
of classification increases

Figure 13: Power Savings as a function of the Confi-
dence of classification

the scope for power savings reduces with increase in the
number of line cards.

Combining TWP and PSM: We also measured the
power savings when the Lightweight Alternative works
in tandem with the Time Window Prediction or Power
Save Mode. One of the high-powered switch or the
lightweight alternative is powered up depending on the
prediction for the slot, and each of the switches in turn
employ either the Time Window Prediction or Power
Save Mode. We assume WoP, port-transition time of
10ms and a latency bound of 10ms for TWP and PSM,
and a confidence of 0.8 for the lightweight alterna-
tive. We see that the power savings obtained using the
Lightweight Alternative together with the Time Window
Prediction and Power Save Mode are 36% and 34% re-
spectively − higher than the individual power savings of
these schemes. Table 6 lists the best-case power sav-
ings obtained by TWP and PSM individually, and their
comparison to the power savings when combined with
Lightweight Alternative.

The power savings do not exactly add up because
the individual power savings produced by the TWP and
PSM are lower than the values presented earlier. The
heavyweight switch handles high-activity slots and the
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Figure 14: Power Savings with Lightweight Alterna-
tive scheme reduces with increasing number of line
cards on the modular switch

Individual Savings Combination
TWP 27.3% 36%
PSM 26.5% 34%

Table 6: Power Savings when Lightweight Alternative
is deployed in tandem with TWP and PSM

lightweight switch has lower packet processing speed
that curtails its opportunity to sleep.

6 Discussion

6.1 Quantifying the Power Savings
In this section we quantify the power savings in equiva-
lent dollars to highlight the value of our power reduction.
An average of 30% power savings corresponds to 305.2
kWh over a 30-day period. With an electricity price of
10 cents/kWh, we see that the power savings lead to a
reduction of $3,052 in costs for a single switch over the
30-day period. The savings when calculated for an year
is $37,133 for a single switch. The overall savings for
an organization would depend on the exact nature of the
workloads and the switches that are deployed.

6.2 Design Recommendations for Switches
As seen in the evaluation of the Time Window Period and
Power Save Mode schemes, there is promise for signifi-
cant power improvement if the switching hardware were
to be cooperative. With the increasing interest among
manufacturers of networking equipment to design power
efficient switches, our results underline the value of the
Wake-on-Packet facility, shadow ports and low transition
times between the power states.

Shadow ports enable packets to be received and pro-
cessed even when a port is in low-powered state. Such a

facility effectively ensures that packets in both directions
can be buffered even when a port is in low-powered state
and will be crucial towards the performance of power re-
duction schemes.

The Wake-on-Packet facility enables a port to wake up
on an incoming packet without losing that packet. This
is analogous to the Wake-on-LAN [7] and Wake-on-
Wireless [14] ideas that have been prototyped as well
as commercially available. Our results strongly advocate
the case for such capabilities in switches.

The transition time between the power states in a
switch is crucial to most schemes that aim to power down
the port during idle periods. Since most schemes tend to
be conservative to ensure minimal increase in latency and
packet-loss, low transition times would help the schemes
be confident about the responsiveness of the switch and
thereby present more opportunities for sleeping.

6.3 Traces − Need for benchmarks
Collection of useful, datacenter level traces remain a
challenge. We certainly are not the first research project
to face this issue and like others, we strongly believe
that it is important to develop a set of benchmark traces
for evaluating power-reduction schemes. These bench-
marks should be developed for the different typical envi-
ronments − web servers, enterprise networks and dat-
acenters. Such a set is common in the other areas of
computer science like computer architecture, e.g., SPEC
suite [6]. We believe that such benchmarks would help
compare the results of different proposed power-save al-
gorithms. We could not compare our results quantita-
tively with prior work since we use different traces and
these could not be exchanged because of non-disclosure
agreements.

7 Related Work

Power conservation in computer networks has been
addressed in multiple contexts: power provisioning
and load balancing in data centers [10, 25], network
switches [17, 20, 13, 22], wireless networks [14, 15, 12,
11] and mobile phones [9, 24].

Wireless networks traditionally focus on power con-
servation. Wake-on-wireless [14] and Cell2Notify [11]
propose on-demand powering up of the wireless inter-
face using intelligent signaling. This ensures that the
interface need not be on during idle periods thereby sav-
ing power. The IEEE 802.11b specification [15] includes
schemes by which access points buffer packets so clients
can sleep for short intervals. Our Power-Save-Mode for
switch ports is similar. We augment this idea by incorpo-
rating a dynamic and automatic sleep period to maintain
latency bounds.
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Wake-on-LAN [7] is an Ethernet networking technol-
ogy that allows a computer to be woken up by an in-
coming network packet. This is useful allowing com-
puters to be put to sleep during idle periods leaving the
Wake-on-LAN enabled network interface card switched
on. The computer can be woken up remotely using a spe-
cial ”magic” packet. The Wake-on-Packet facility that
we assume in our algorithms and advocate for future
switch designs is similar to Wake-on-LAN. Using this
facility, switch ports that are powered down are automat-
ically woken up on any incoming packet. Other recently
reported research have assumed similar support [22, 20].

Gupta et al. [17] was an early work that identified the
Internet’s high power consumption and explored perfor-
mance effects due to network-wide coordinated and un-
coordinated sleeping. They followed their work in [20]
by devising low-power modes for switches in a campus
LAN environment. While our Time Window Prediction
scheme is related to that of [20], we take better advantage
of extended idle periods as our scheme is based on obser-
vations in a time-window while [20] requires the port to
be on throughout the idle period. This advantage is sig-
nificant when the traffic patterns are bursty with long idle
periods. Also, we introduce latency bounds and investi-
gate the effect on latency and packet loss.

Gunaratne et al. [13], Energy Efficient Ethernet [3]
and Nedevschi et al. [22] look at intelligent scaling of
switch link speeds depending on network flow. For ex-
ample, a link need not be active at 1 Gbps if 100 Mbps is
sufficient for the traffic. An important practical problem
is that the speeds on the switch are discreet (10 Gbps, 1
Gbps, 100 Mbps and 10 Mbps) and hence taking advan-
tage of this automatic scaling would require vast differ-
ences in the traffic flows. This problem is acknowledged
in [13] where they test their algorithm with non-existing
link speeds of 20 Mbps, 30 Mbps and 40 Mbps. [22] also
admits to this where the testing on the exponential dis-
tribution of speeds gives relatively worse results. Auto-
matic scaling of link speeds also incurs the overhead of
auto-negotiation of link speeds between the endpoints.
Note that our Time Window Prediction and Power Save
Mode schemes can be co-deployed with the automatic
link speed scaling algorithm.

Nedevschi et al. [22] also talk about a ”buffer-and-
burst” (B&B) scheme where the edge routers shape the
traffic into small bursts and transmit packet in bunches
so that the routers in the network can sleep. This scheme
appears to have the following drawbacks: (1) It is not ef-
fective for outgoing traffic that originates from the inter-
nal nodes and goes outside (e.g., Web server response to
external requests), and (2) It requires all the edge routers
to adopt the scheme to achieve power reductions. In con-
trast, our scheme looks at traffic in both directions and is
suited to incremental deployment since it is stand-alone

and does not require a network-wide coordination. This
dramatically reduces the barrier to adoption of our pro-
posal.

Gunaratne et al. [13] addresses the problem of reduc-
ing power consumption of desktop PCs using protocol
proxying on the NICs or at the first-level switches. We
believe this is complementary to our work on reducing
the power consumption of switches.

Dynamic Ethernet Link Shutdown [18, 19] talks about
an Ethernet level protocol that dynamically shuts down
the link by predicting inactivity using packet inter-arrival
times.

8 Conclusion

We proposed three power reduction schemes that fo-
cus on opportunistic sleeping and lightweight alterna-
tives during idle or low-activity periods. We have also
shown a novel architecture for buffering ingress pack-
ets when the port is powered down. The results of our
simple power reduction schemes on real-world traces in
terms of power savings as well as minimal performance
degradation are encouraging. We also explore the power
savings in the presence of smart hardware features like
Wake-on-Packet and fast transitioning of power states in
the switch ports, and the significant advantage offered
by these leads us to recommend such features in future
switch designs.
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